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Abstract

Architectural modelling is becoming a central problem for large, complex systems. With the advent of new technologies and user-centered concerns, the user interface portion of interactive systems is becoming increasingly large and complex. This chapter is a reflection on software architecture modelling for interactive systems. In this domain, a number of architectural frameworks have emerged as canonical references. Although these models provide useful insights about how to partition and organize interactive systems, they do not always address important problems identified by main stream software architecture modelling. We first introduce the notion of software architecture and make explicit the steps and issues that architectural design involves and that most software designers tend to blend in a rather fuzzy way. Building on general concepts, a comparative analysis of the most significant architecture models developed for interactive systems is then presented: the Seeheim and Arch models followed by the more recent agent-based approaches as well as PAC-Amodeus which blends together Arch and the agent style. 
We then show how PAC-Amodeus can be shaped to support multimodal 
interaction 
and 
close the presentation with new insights on
 
multi-user 
systems
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1. Introduction

The architectural level of software design has become an active area of research. It is widely recognized that, although the adhoc development of software is acceptable for throw-away prototypes, architectural design of complex systems can no longer simply emerge from craft skills.  This shared scientific wisdom calls for increased attention to user interface development practice.



In HCI, early prototypes are sometimes implemented to support the elicitation of users’ requirements or to help specify the user interface of the target system. A simple cost/benefit analysis indicates that such systems do not require an “industrial strength” software organisation. In this case, software architecture is not the issue. The pitfall, however, is to put too much effort into the prototype per se and thus, be tempted to turn the software into a product. Then, in the absence of an explicit architectural framework and sound design rationale, the resulting system is difficult to maintain and cannot evolve adequately.



Current practice in prototyping is not the only motivation for paying attention to architectural design. New paradigms are emerging including multimodal interaction [Nigay 1993, Nigay 1994], multi-user systems, virtual [Krueger 1991] and augmented reality [Wellner 1993]. In addition, principles from HCI call for the provision of an increasing number of functions such as contextual help, dynamic task migration, globalisation [Fernandes 1995], and inter-operation with existing software. Some of these advanced techniques are already in use in industrial settings. Typically, multimodality and realistic simulations are central issues in safety critical systems. Here, software quality, which includes software architecture modelling, becomes a first class concern.



One lingering problem in user interface software design is that off-the-shelf tools, such as application frameworks and user interface generators, do not make explicit the link between the facilities they provide and their underlying architectural framework. The software architecture is lost in the resulting code. Typically, programmers must reverse-engineer the architecture of object-oriented application frameworks (e.g., MacApp [Schmucker 1986]) in order to reuse and extend the existing code appropriately. User interface generators do not alleviate the problem either. Worse, they tend to provide a false sense of confidence that software architecture is no longer an issue. Indeed, some implicit architecture is embedded in the code generated by the tool. But the software designer must understand the functional coverage of the generated code in order to devise what needs to be developed by hand. In addition, developers have to discover how to integrate and coordinate the hand-coded portion with the generated code in a way that supports the system requirements. Without an architectural framework to structure the problem, it is difficult to achieve this task properly.



In the light of the above analysis, software architecture modelling serves two very distinct but complementary purposes: forward design and engineering, and reverse design and engineering. On one hand, it guides the development of a future system; on the other hand, it helps to understand the organisation of existing code. In both cases, the problem is how to capture architectural knowledge and convey it to software designers and maintainers in a useful way. 



This chapter is a reflection on software architecture modelling for interactive systems. In this domain, a number of architectural frameworks have emerged as canonical references, including Seeheim, Arch, MVC, PAC, and PAC-Amodeus. Although these models provide useful insights about how to partition and organize interactive systems, they do not address every problem identified by main stream software architecture modelling. In Section 2, we introduce the notion of software architecture and make explicit the steps that architectural design requires and that most software designers tend to blend in a rather fuzzy way. Section 3 discusses open issues that concern software architecture in general and that user interface architecture modelling should address. Building on general concepts, section 4 presents a comparative analysis of the most significant architecture models developed for interactive systems: the Seeheim and Arch models followed by the more recent agent-based approaches. In section 5, we present PAC-Amodeus which blends together Arch and the agent style. 
In section
 6 
we show how PAC-Amodeus can be used to support multimodal 
interaction
. In 7, w
e close the presentation 
with new insights on 
architecture modelling for multi-user systems.




The discussion will be primarily driven by forward engineering considerations rather than reverse engineering issues.

2. Main Stream Software Architecture Modelling

Within the software development process, architecture modelling follows the production of the system external specifications and precedes the detailed code description. The product of architectural design is a set of computational entities called components whose interactions are mediated by connectors. In general, a software architecture is expressed in natural language complemented with a graph of labeled boxes and arrows. Boxes and arrows are used to respectively represent components and connectors. 



Some specialists would argue that there is more to software architecture modelling than identifying components and their connections. As in any design activity, the definition of a software architecture is the result of a process. In turn, a design process involves considering multiple concerns, thus developing multiple perspectives of the same design problem. The primary steps involved in the process of architectural modelling include: identifying the functional breakdown of the system, defining its structure, allocating functions to the structural components and considering their coordination. For analytical purposes, these steps are presented in a sequential order. In the real world of design practice, these issues are addressed according to a mixture of top-down and bottom-up approaches.



The functional breakdown of the system consists of organising the functional requirements of the system into simpler conceptual pieces. As observed by Abowd et al. in [Abowd 1994], “This is by no means a simple task, and it can take years of practice and experience to determine the correct conceptual breakdown. But one of the signs of a mature domain, ..., is the acceptance of a canonical functional partitionning”. For instance, in the domain of user interface design, the notions of functional core, dialogue control, and logical and physical presentations, define the canonical basis for architectural reasoning at the functional level. 



The structure is the static description of the form of the system expressed in terms of components and connectors. A component is a computational entity or an information repository that the software designer considers to be important. Compilation units are examples of components while files are information repositories. A connector describes the interaction between components in terms of a protocol. Examples of connectors include procedure calls, event-based communication, and data streams. The overall structure of the system may emerge from implicit handcrafted knowledge or it can be inspired from an architectural style (or a set of architectural styles).



An architectural style, such as pipes and filters, object-oriented organisations and layered abstract machines, makes recurring organizational patterns explicit. It can be used as a generic vehicle to express structural solutions. A style:

includes a vocabulary of design elements (e.g., pipes and filters),

imposes configuration constraints on these elements (e.g., pipes are monodirectional connectors between two filter components), and

determines a semantic interpretation that gives meaning to the system description [Garlan 1993]. 



As opposed to an informal “box & arrow” notation, the clear semantics of architectural styles minimizes ambiguity and enables a sound analysis of system properties: 

As mentionned in the introduction, an architecture may serve different purposes.  If the goal is to communicate a design solution to another development team, then the description should be unambiguous with no opportunity for misinterpretations. Using a style whose semantics is known to the different actors of the development process minimizes loss of conformity between the system representations developed at different stages.

An architectural design is neither inherently good nor bad, but is conformant (or not) to a set of specific properties. The SAAM method shows how to assess an architectural design along these lines [Kazman 1994]. Shaw et al. demonstrate that different styles have different strengths and weaknesses and therefore lead to different architectural design solutions with significantly different software properties [Shaw 1995]. Therefore, styles should be chosen in accordance with the system requirements.



The allocation of functions to the structure consists of mapping the functional breakdown onto the structural description of the system. One component may encapsulate multiple functional pieces; alternatively, a function may be distributed across multiple components. Typically, in user interface architecture modelling, domain dependent functional aspects may be concentrated in one component of the structure (the functional core) or may be distributed across the components of the interactive system to accomodate efficiency and semantic feedback. A similar remark holds for dialogue control. Since the mapping between the functional pieces and the structural components is not unique, a sound design rationale based on system (and user-centered) properties should be made explicit.

  

The coordination description deals with the dynamic behavior of the architecture. This perspective on a system architecture is orthogonal to the specification of the structure. As components and connectors of a structural description express what is functionally significant, so the coordination model describes the important issues for the dynamic aspects of the system. Typically, the coordination description makes explicit the synchronization properties of the connectors and the creation and destruction of the structural entities (components as well as connectors). It may also rule functional migration among structural components.



Depending on the software development environment, the designer may be concerned with additional issues such as allocating structural components to processes and allocating processes to physical processors. Allocation may be static or dynamic. In the latter case, allocation should be expressed in the coordination description.



While the application of principled design is widely recognised in the software community, there is very little material to help architectural designers to cope with a number of major difficulties. These open issues are evoked next.

3. Open Issues in Main Stream Software Architecture Modelling

Among the difficulties inherent to software architecture modelling, we have selected:

the tension between the requirements imposed by the external specifications and the facilities provided by the implementation tools,

the identification of the right level of refinement to reason about the system properties, 

the difficulty to cope with heterogeneity, and the maintenance of consistency between the multiple views of an architecture.

Architecture modelling for user interfaces is also concerned with these issues.



The middle range situation of software architecture modelling within the software development process implies for the designer to find the right balance between multiple sources of requirements. For example, properties imposed by the external specifications have to be accomodated with ease of implementation. Typically, an off-the-shelf interface builder may not provide the appropriate set of widgets for the case at hand, resulting in additional programming not included in the development plan. Compromise between the stakeholders may be unavoidable to retrofit implementational constraints into the external specifications. More generally, the designer may wrestle with whether to re-use general purpose solutions or to handcraft specialized ones in order to improve software quality.



As another example of tension in architectural modelling is the definition of an appropriate granularity for the description:

The level of refinement of a software architecture depends partly on the purpose and the type of the project, and partly on the designer’s knowledge of the implementation tools. A usable architecture must be a good reflection of the underlying platform. In particular, the designer has to know when the platform does not provide a feature at the right level of abstraction. If so, this service should be represented explicitly in the architecture. Mismatch between control structures should be another source of refinement. For example, control process systems need to behave asynchronously with regard to the user interface portion. Thus, they need to own the event loop. If the user interface is to be implemented with the X Window environment [Scheifler 1986], the main control thread is necessarily in the user interface partition. To solve these opposite requirements, it is important to refine the architectural description and wrap the functional core of the control process and its user interface into distinct asynchronous processes.

To serve as a good basis for reasoning about the system attributes, a software architecture should provide a big-picture of the structure of the system while integrating some concerns about implementation [Boehm 1995]. Tools and notations based on the module interconnection paradigm [Perry 1986] aim at supporting the construction of open software but suppose a fairly refined description of the system structure (i.e., the modules and their API should be identififed). Similarly, the “pattern” approach developed by the object-oriented community is too close to implementation concerns [Gamma 1995]. A pattern describes a particular recurring design problem, proposes a pre-defined scheme for its solution, and includes heuristic rules for how and when to use it. Although patterns provide a valuable way to communicate design knowledge among architectural designers, they are currently tied to one single architectural style: that of the object-oriented paradigm.



Since styles have very specific properties, all of the requirements may not be covered with a single style. In architectural design, heterogeneity is a necessary trouble: 

Heteroneity may occur through the refinement process. For example, the logical view of a shared data model may be physically implemented as a local memory and message passing scheme. 

Heterogeneity may occur within a given level of refinement. Typically, the user interface partition of an interactive system is built, partly from existing code with its own style(s) (inherited from toolboxes and interface builders), and partly from fresh code which may follow yet another style. Similarly, a legacy functional core may not fit the paradigm of new user interface structures. For example, a functional core which owns the main control thread, takes away the inititiative from the user interface portion. Alternatively, as discussed above, the user interface tool may not match the asynchronous behavior of the functional core. 

Heterogeneity in software architecture may involve mismatches between the components. Mismatches are primarily due to detailed differences in data representation and/or in interaction protocols. General techniques for resolving mismatches in style are still an open problem in software engineering. 



As mentioned above, a software architecture is more than the description of the components and their interactions. The multi-faceted nature of software design entails a new problem: that of maintaining consistency with the multiple views on a particular design. Maintaining the consistency of multiple architecture representations is yet another open issue in software engineering. One possible envisionment is a single representation, i.e., a map which, just like blueprints in architectural building, would serve to coordinate designers, builders, and assessors [Denning 1994]. Formal approaches embedded into software development environments, aim at solving this problem.



Having presented the problems and trends from main stream software engineering, we now consider architectural modelling for interactive systems per se. 

4. Historical Background and Current Trends in Software Architecture for Interactive Systems

The literature shows a wide variety of architecture styles for interactive systems revealing distinct goals, usages, and scientific beliefs. They primarily provide frameworks for performing functional partitioning and for allocating functions to structural components using both system and user-centered properties. We have selected the most significant contributions in the field starting with the seminal Seeheim and Arch models. In 4.3, we present the current trend with a number of agent-based models. 







4.1. The Seeheim model



The foundations for interactive systems architecture originated at a workshop in Seeheim, Germany [Green 1985]. The Seeheim model has provided the very first canonical functional decomposition for the UIMS technology. As shown in Figure 1, the Application (renamed today as the functional core) covers the domain dependent functions of the system; the Application Interface Model describes the Application semantics from the viewpoint of the user interface: it describes the data structure and the procedures that the Application exports to the user interface as well as constraints on the procedure ordering; the Dialogue Control is viewed as a mediator (sort of mapper) between the Application Interface Model and the Presentation. In turn, the Presentation defines the behavior of the system as perceived and manipulated by the user. We observe that, with the notion of Application Interface Model, Seeheim has identified an explicit location for resolving possible mismatches between the functional core and the user interface partition.



�



Figure 1: The Seeheim Model.



The problem with Seeheim is that it blurs the distinction between the functional and structural decompositions. The model can be interpreted as a framework for pure functional partitioning. It can also be viewed as a structural decomposition where boxes denote monolithic software components dedicated to a single functional role, and where arrows represent some communication mechanism. The little box below expresses the possibility for the Application Interface Model to bypass the Dialogue Control in order to improve performance. The Dialogue Control, however, is the initiator of this one-way direct link.



Because Seeheim was underspecified, it opened the way to a large number of interpretations. For example, in the mid-eighties, user-system interaction was primarily viewed as a language-based dialogue (very few UIMSs were based on the event paradigm). Consequently, the role of each component was roughly described as the semantic, syntactic and lexical aspects of the interaction, and the overall control structure of the system was assimilated as a pipe-line scheme. This view has permitted to apply advanced compilation techniques to the automatic generation of user interfaces. This has resulted in the emergence of the very first tools for rapid prototyping. With the advent of direct manipulation, the semantic-syntactic-lexical interpretation of the Seeheim logical partitioning failed at supporting new requirements such as interleaving system feedback with user’s inputs.







4.2. The Arch Model



In 1991-1992, the Arch model revisited the functional coverage of the Seeheim partitions, introduced an additional adaptor for the presentation side, and acknowledged the problem of function allocation between the structural components [Arch 1992]. With regard to functional coverage, Arch raised the level of abstraction of the user interface partitions. In particular, the token assembly role of the Seeheim Dialogue Control has been replaced with the responsibility for task-level sequencing. Token assembly, which is now performed by reusable software, has shifted to the low level Interaction Toolkit Component.



Contributions of the Arch Model

Arch has contributed to user interface architecture modelling in three ways:

It has clarified the level of abstractions of the partitions by describing the data that are transferred between the functional boundaries : the domain objects, presentation objects and interaction objects. 

More importantly, the model has been shaped from explicit design criteria such as modifiability and portability. In particular, anticipating changes is necessary to cope with the iterative nature of user interface design as well as technology advances.

Another contribution from Arch, is the Slinky metamodel which expresses the capability, for the software designer, to shift functionalities between components. This feature may be used to accomodate conflicting criteria or to support the evolution of implementation tools. For example, ten years ago, the facilities provided by user interface toolkits were restricted to event acquisition loops and low level graphics primitives. Today, syntactic analysis of user’s input is encapsulated within re-usable widgets. Therefore, it has been shifted to the Interaction Toolkit Component.
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Figure 2: The Arch Model.



Using the Arch Adaptors

To minimize the effects of future modifications, Arch insulates the Dialogue Component from the diversity and variations of its functional partners, the Domain Specific and the Interaction Toolkit Components.



The Domain Adaptor Component (DAC) is a software interface used to accomodate mismatches between the Domain Specific Component and the user interface of the system. In Section 3, we have illustrated the resolution of the control loop mismatch between process control systems and the X window environment: one process is allocated respectively to the Domain Specific Component and to the user interface. In this case, the DAC is in charge of regulating data transfer between two processes.



As shown in Figure 2, data transfer through the DAC is performed in terms of domain objects. A domain object is an entity that the designer of the Domain Specific Component wishes to make perceivable to, and manipulable by the user. Ideally, it is supposed to match the user’s mental representation of a particular domain concept. It may be the case, however, that the Domain Specific Component, driven by software or hardware considerations, implements a domain concept in a way that is not adequate for the user.



Semantic enhancement [Bass 1991] may be performed in the DAC by defining domain objects that reorganize the information modeled by the Domain Specific Component. The reorganization may take the form of aggregating data structures of the Domain Component into a single domain object or, conversely, segmenting a concept into multiple domain objects. It may also take the form of an extension by adding attributes and operators, which can then be exploited by the other components of the user interface [Coutaz 1991].



It may also be the case that data representations are compatible but that the Domain Specific Component and the Dialogue Component use different formalisms. For example, in an information retrieval system, queries are represented as C++ objects in the Dialogue Component while the Domain Specific Component “speaks” only SQL. The DAC should then be in charge of formalism transformation.  



The second adaptor of the arch, is the Presentation Component (PC). Because it is device independent, the PC is generally viewed as a logical Interaction Toolkit Component. As shown in Figure 3, we propose to refine the PC into two layers of abstraction: the Extension Layer and the Interaction Toolkit Adaptor. The Interaction Toolkit Adaptor defines a virtual toolkit used for the expression of presentation objects. This expression is then mapped into the formalism of the actual interaction toolkit used for a particular implementation. Switching to a different toolkit requires rewriting the mapping rules, but the expression of the presentation objects remains unchanged.  
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Figure 3: Refinement of the Presentation Component. 



Interaction objects are generally constructed from entities made available in interaction toolkits. In general, interaction toolkits such as the X Intrinsics [OSF 1989], provide an extension mechanism for defining new interaction objects. However, it is not always possible to build new interaction objects from the predefined building blocks of the toolkit. For example, in an earlier version of the X Intrinsics, widgets (i.e., interaction objects) would occupy rectangular areas only. Under such conditions, the notion of a wall in a floor plan drawing editor could not be implemented as a diagonal line widget. Instead, a presentation object "wall" would have to be defined as a new presentation object outside the toolkit. 



The wall example shows that the Presentation Component should, conceptually, be structured into two layers. Specific-interaction objects, which can be built from the building blocks of the toolkit, should belong to the toolkit. Those which cannot be built according to the toolkit model should be part of the Extension Layer. The Interaction Toolkit Adaptor, such as XVT [Valdez 1989] defines the boundary between these two layers. 



Sometimes, the location for implementing a presentation object is not as straighforward as the wall example. If located in the toolkit, then the presentation object becomes a general purpose interaction object and thus, should be implemented according to the programming style imposed by the toolkit to guarantee reusibility. If located in the extension layer, the private status of the presentation object relaxes the reusability constraints of the underlying platform.



Eliminating Adaptors

The two adaptor components minimize the effect of changes but may have an adverse effect on efficiency. As suggested by the Slinky metamodel, the arch should result from a careful weighting of the system requirements. 



For example, if efficiency prevails against toolkit portability, then the Interaction Toolkit Adaptor of the Presentation Component may be suppressed. If, in addition, toolkit extensions can be performed in the Toolkit Component, then the Presentation Component as a whole can be eliminated. 



If the Domain Specific Component provides an "interface" that is in accordance with the user's requirements, and if it will not evolve in the future, then the Domain Adaptor Component can be scaled down to a simple connector (e.g., a set of procedure calls). 



In summary, the Arch model provides software designers with a canonical functional breakdown for interactive systems. Although Arch is a reliable reference, the overall decomposition it provides is not always sufficient for reasoning about a particular software architecture solution. Agent-based models, which promote refinement, tend to satisfy this need.



4.3. Agent-Based Models



Agent-based models structure an interactive system as a collection of specialised computational units called agents. An agent has a state, possesses an expertise, and is capable of initiating and reacting to events. Agents that communicate directly with the user are sometimes called interactors. An interactor provides users with a perceptual representation of its internal state. The terms interactor and agent are sometimes used indifferently even if there is no direct interaction with the user. Interactors are also coined as interaction objects. An object is a generic term that covers a computational element with a local state. It can either be viewed as a concept or as the technical structure that underpins the object-oriented programming paradigm. In the following discussion, we will consider an object as a generic concept. 



Our view of the concept of agent is one perspective of the more general definition used in distributed Artificial Intelligence (A.I.). In A.I., agents may be cognitive or reactive depending mainly on their reasoning and knowledge representation capabilities [Demazeau 1991]. A cognitive agent is enriched with inference and decision making mechanisms to satisfy goals. At the opposite, a reactive agent has a limited computational capacity to process stimuli. It has no goal per se but a competence coded (or specified) explicitly by the human designer. In current interactive systems, agents are reactive. In the following discussion, we will not make the distinction between cognitive and reactive agents although current models developed for the software design of user interfaces have considered reactive agents only. 



Having presented the vocabulary of the agent-based style, we need to discuss the advantage of this modelling technique and compare several of the approaches using this style as a basis.



Benefits from agent styles

Agent models stress a highly parallel modular organisation and distribute the state of the interaction among a collection of co-operating units. Modularity, parallelism and distribution are convenient mechanisms for supporting the iterative design of user interfaces, for implementing physically distributed applications, and for handling multi-thread dialogues:

An agent defines the unit for functional modularity. It is thus possible to modify its internal behavior without endangering the rest of the system. 

An agent defines the unit for processing. It is thus possible to execute it on a processor different from the processor where it was created (e.g., agent migration over networks). It is also possible to use instances of a class of agents to present a concept on distinct workstations. This property is essential for implementing groupware. 

An agent can be associated to one thread of the user's activity. Since a state is locally maintained by the agent, the interaction between the user and the agent can be suspended and resumed at the user's will. When a thread of activity is too complex or too rich to be represented by a single agent, it is then possible to use a collection of co-operating agents. 



In addition to satisfying requirements for better user interfaces, agent models can easily be refined in terms of object-oriented languages: an object class defines a category of (reactive) agents where class operators and attributes respectively model the instruction set and the state of an agent category, and where an event class denotes a method. An object and an agent are both highly specialised processing units, and both decide about their own state: a state is not manipulated by others but results from processing triggered by others. The sub-classing mechanism provided by object-oriented languages can be usefully exploited to modify a user interface without changing the existing code.



A number of agent-based models and tools have been developed along these lines. MVC [Goldberg 1984], PAC [Coutaz 1987], ALV [Hill 1992], the LIM [Paterno' 1994] and York [Duke 1993, Duke 1994] models, are typical agent-based styles. Interviews [Linton 1986] and Aïda [Ilog 1989] are examples of toolkits based on such a model, whereas Serpent [Bass 1991] and Sassafras [Hill 1986] are run time kernels and user interface generators organised as a multi-agent structure. 



All of the agent-based styles and tools push forward the functional separation of concerns advocated by seminal Seeheim. They generalise the distinction between concepts and presentation techniques by applying the separation at every level of abstraction and refinement. In order to do so, they distribute the functional separation of concerns among distinct co-operating agents. They differ however in the way they perform the functional decomposition, and in the way they make explicit or not the I/O communication channels and the levels of abstractions.



Differences in Functional decomposition

In MVC (Model, View Controller), an agent is modelled along three functional perspectives: the Model, the View, and the Controller. A Model defines the abstract competence of the agent (i.e., its functional core). The View defines the perceivable behavior of the agent for output. The Controller denotes the perceivable behavior of the agent for inputs. The View and the Controller cover the user interface of the agent, that is, its overall perceivable behavior with regard to the user. 



PAC (Presentation, Abstraction, Control) conveys similar ideas: the facets of an agent are used to express different but complementary and strongly coupled computational perspectives. A PAC agent has a Presentation (i.e., its perceivable input and output behavior), an Abstraction (i.e., its functional core), and a Control to express dependencies. The Control of an agent is in charge of communicating with other agents as well as expressing dependencies between the Abstract and Presentation facets of the agent. In the PAC style, no agent Abstraction is authorized to communicate directly with its corresponding Presentation and vice versa. In PAC, dependencies of any sort are conveyed via Controls. Controls serve as the glue mechanism to express coordination as well as formalism transformations that sit between abstract and concrete perspectives. In addition, the flow of information between agents transit through Controls in a hierarchical way (see Figure 4).
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Figure 4: In PAC, the interactive system is modelled as a set of PAC agents whose communication scheme forms a hierarchy. Arrows show examples of information flow.



ALV (Abstraction, Link, View) has a similar functional decomposition to PAC agents except that a Link has a more restricted role than the PAC Control. An ALV Link is in charge of expressing constraints between the View and the Abstraction whereas PAC Controls may be used to express relationships with other agents. Whereas PAC does not prescribe any form of implementation (i.e., whether an agent should be built from three objects in an object-oriented development environment like MVC, or simply as a single C module), ALV implies the decoupling of the agent into three distinct pieces.



A LIM agent possesses four perspectives inherited from the computer graphics modelling techniques: the Abstraction and the Collection facets define the functional core aspect of the agent for input and output respectively; the Measure and the Presentation cover the user interface side of the agent for input and output respectively. All of these facets are accessible through named ports. In addition, two triggers express the conditions under which input and output may occur (See Figure 5). One can refer to [Paterno’ 1994] for a detailed description of the composition rules that the LIM style authorizes.
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Figure 5: On the left, the functional breakdown of a LIM agent. In addition to the main stream of information between the functional core and the user, each agent is the location of internal flows between the facets denoted as uc, me, and mc. On the right, an example ofinteractive system modelled by composing LIM agents. 



As shown in Figure 6, a York agent has some ‘internal’ state, a presentation that makes the relevant state observable to the user, and the actions or operations that change both internal and perceivable state. Figure 6 shows the abstract structure of a York agent on the left, and the role of those parts in defining the behavior of the button, on the right.



�

Figure 6: A York agent and its incarnation for a button.



The diagrammatic representation depicted in Figure 6 is completed with a mathematical notation which can be used when precision and expressive power are necessary. Figure 7 illustrates the notation for the button example.



interactor button	- the name of the interactor, ‘button’

attributes		- its state and presentation

� EQ \X(vis) �	selected	:  bool	- in this case, one boolean-valued variable 					‘selected’ rendered visually to the user

actions		- the actions that the interactor can perform, 

	press		here one single action ‘press’

axioms		- the axioms that determine its allowed behavior

1	selected = X 
ﬁ
 [press] selected = 
ÿ
X

			- if ‘selected’ is equal to X, then after action ‘press’, 			the value of ‘selected
’
 is 
ÿ
X



Figure 7: Notation developed by [Duke 1993, Duke 1994] to formally describe the behavior of an interactive system in terms of agents, the button example.



In summary, MVC and LIM decouple input techniques from outputs, whereas ALV, PAC, and York concentrate them in the notion of Presentation or View. Contrary to PAC and ALV, MVC has no explicit notion of mediator for expressing the relationships and the co-ordination between agents. In the Lisbon model [Duce 1991], agents do not have perspectives but are organised as specialised categories to model the user interface portion of an interactive system. Different functional decompositions entails distinct architectural properties. Therefore, given a set of criteria for a particular interactive system, an agent style (or a set of styles) may be more appropriate than others. 



Input and output channels

Agents have multi-channel capabilities. However, not all of the agent-based models make explicit the communication channels their agents support. For example, MVC does not say how communication occurs between the agents of an interactive system. The question is left opened until implementation.



In PAC, on the other hand, the Control facet of an agent supports communication in two ways: first, it is as an explicit bridge between the two facets it serves (the Abstraction and the Presentation may use different formalisms as well as distinct time basis); second, it is used as the switchboard of the agent: it receives inputs and outputs from other agents. At the opposite of LIM, PAC does not make explicit how inputs and outputs are processed and dispatched within the agent. 



In LIM and York, input and output channels are clearly expressed. For example, the Measure of a LIM agent is modelled as the local process specialised in processing inputs from lower level agents. The Collection has a similar role for processing inputs from higher levels of abstraction. The Presentation and the Abstraction are the output channels towards lower levels and higher levels of abstraction respectively. The designer can precisely describe the connections between the various pieces of the architecture.



Levels of abstraction

The notion of level of abstraction expresses the degree of transformation that the interpretation and rendering functions perform on information. The sequence of input transformations forms the interpretation function whereas in the other direction, internal information (e.g., system state) is transformed to be made perceivable to the user by a sequence of output transformations called the rendering function. The notion of level of abstraction also covers the variety of internal representations that the system supports, ranging from raw data to symbolic forms. 



Information acquired by agents is transformed by a population of agents before reaching the functional core of the system. In the other direction, agents concretise information from the functional core into perceivable behavior. The successive steps of such input and output transformations define levels of abstraction (as opposed to levels of refinement). In the conceptual architectural models considered in our discussion, abstracting and concretising are performed by agents organised into levels of abstraction. 



Within LIM, levels of abstraction are defined in two ways: within an agent and in the form of a composition mechanism. 



•	A LIM agent stresses a clear distinction between the rendering and the interpretation functions. These functions operate along a 2 step process. Each step defines a level of abstraction within the agent. For rendering, information from higher levels of abstraction is received by the Collection and delivered to lower levels by the Presentation. For interpreting, the Measure receives information from lower levels whereas the Abstraction communicates with higher levels. 



•	LIM agents can be composed into more powerful, abstract agents with composition operators such as the interleaving operator [Paterno' 1994]. By doing so, an agent is defined as a hierarchy of agents composed of a parent and a set of interleaved child agents.  

 

PAC and MVC adopt a similar approach for modelling levels of abstraction, but like LIM, they do not make explicit the nature of these levels. The Lisbon model, on the other hand, introduces classes of agents, i.e., Conceptual objects (CO’s), Interaction Objects (IO’s), and Transformer Objects (TO’s) as an indication of what these levels might be. 



In the Lisbon model, CO’s are “the user interface accessible representation of an object the functional core wishes to make visible” [Duce 1991]. In the user interface portion of an interactive system, CO’s are the proxies of the task domain concepts manipulated by the functional core. (In other words, the CO’s are the Arch Domain Objects.) IO’s support the translation process between CO’s inputs and outputs and low level input and output devices. As in LIM, “Composite IO’s may be formed from single IO’s to handle arbitrarily complex threads of dialogue” [Duce 1991]. TO’s provide the basic mechanism for managing the relations between different objects of the user interface. Examples of such relations include constraint management to maintain consistency between IO’s, context switching between dialogue threads, integrity mapping between CO’s and IO’s, etc. (In other words, TO’s are very similar to PAC Controls.)



Contribution of agent styles

 More significant than their differences, agent styles have two important contributions: 

first, the capacity for the software designer to allocate a particular functional role at the adequate level of abstraction. Typically, domain dependent knowledge can migrate within the user interface portion to accomodate efficiency and the need for immediate semantic feedback. This capacity will be illustrated in Section 5;

second, the multi-faceted structure of an agent can be exploited in different ways. The issue is not that “my facets are better than yours”, the point is that agents have multiple functional perspectives that should be exploited appropriately. As mentioned before, an architecture is an expression of what is significant. In the AMF model, PAC agents have been augmented with facets to provide help or to log significant events to perform usability testing from observed behavior [Ouadou 1994]. Other illustrations of dedicated facets to express significant functions will be discussed in section 7 with the CoPAC and PAC+3 models. 



Agent styles model interactive systems in an homogeneous way: all of the functional aspects of the system are expressed using a single style. This homogeneity is desirable when the designer’s goal is to reason about the system properties. The York and LIM interactor models have been designed for this purpose. Homogeneity is also acceptable when the style is conveyed by the implementation tool such as MVC within the Smalltalk development environment and when the entire system can be developed with the same tool. As discussed in Section 3, heterogeneity is generally unavoidable. PAC-Amodeus has been designed to cope with this problem.

5. PAC-Amodeus

PAC-Amodeus uses the Arch model as the foundation for the functional partitioning of an interactive system and populates the Dialogue Component with PAC agents. We first present the principles of PAC-Amodeus, then provide a set of heuristic rules to devise the appropriate set of agents.



5.1. The principles

As discussed above, Arch supports the existence of reusable code and defines two adaptors for accomodating style heterogeneity and for anticipating changes. On the other hand, Arch does not provide any guidance about how to structure the Dialogue Component in a way that is compatible with the user’s task requirements. PAC supports task interleaving as well as multiple grains of task decomposition but fails at making explicit the link with existing styles. PAC-Amodeus gathers the best of the two worlds. Figure 8 shows the resulting functional breakdown.
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Figure 8: The PAC-Amodeus functional components.



As in Arch, PAC-Amodeus offers two-way information flows between the primary components of the arch. The nature of the connectors between the functional boundaries is left opened since it depends heavily on the case at hand. Within the Dialogue Component, we observe two information flows: the hierarchical traversal between PAC agents, and in contrast with the original PAC style, direct horizontal communications with the Domain Adaptor and Presentation components. 



As shown in Figure 8, a PAC agent may be related to the Domain Adaptor Component (DAC) and to the Presentation Component (PC) through its Abstraction and Presentation facets. Its Abstraction facet may be connected to one or multiple domain objects of the DAC (or of the Functional Core if the DAC does not exist). Similarly, a Presentation facet may be connected to one or multiple Presentation objects of the Presentation Component (or to interaction objects of the Interaction Toolkit Component, if the PC does not exist). Depending on the case at hand, connectors are implemented as procedure calls, as pointers, or as any other protocol suitable for the system requirements. The design rationale for the “horizontal flow” is performance. Abstract information from the DAC may not need additional processing from the parent agents. Similar reasoning holds for the presentation part. In this situation, flying through the PAC hierarchy would be not only time consuming but useless. 



5.2. Heuristic Rules for devising PAC agents for the Dialogue Control Component



The following set of heuristic rules can be used to devise the hierarchy of PAC agents within the Dialogue Control component. These rules, which consider the external specifications of the system as the driving rationale, offer a bottom-up approach to the process of functional decomposition. Other rules, based on a task description, support a top-down partitioning process [Paterno’ 1994]. Both approaches are valid. If the external specifications are consistent wih the task model, bottom-up and top-down reasoning should lead to the same cooperative agents. In both cases, the rules are intendended to make explicit patterns of recurrent solutions as those developed in the object-oriented community [Gamma 95]. The PAC-Amodeus rules are organised along four issues: window existence, window content, window links, reasoning about agent facets, and revising the hierarchy. 



Window Existence

Generally speaking, a window is a rendering surface for displaying information on the physical screen. A distinction should be made between main-dialogue-thread windows, which display domain concepts exported from the Functional Core, and convenience windows, such as dialogue boxes and forms used in sub-dialogues to inform users that an abnormal condition has occurred or to offer them the opportunity to enter the parameters of a command.  




Rule 1: Model a “main-dialogue-thread window” as an agent.




The Presentation facet of an agent of type "main-dialogue-thread window" manages the window itself including the title and the windowing commands such as the resize and move functions. In addition, if the agent is a leaf in the PAC hierarchy, 

its Presentation facet also manages the presentation of the concepts it renders to the user,

its Abstraction facet maintains an abstract representation of the domain objects it renders or at least the links between these concepts. 



We observe that, in general, the presentation of a hierarchy of domain objects is displayed within the window interaction object associated with the "main-dialogue-thread window" agent. Although general, this property is not always true. It may be the case that the selection of the representation of a sub-concept in the "main-dialogue-thread window" agent opens a new window. In turn, this window, which displays domain objects, is modelled as a child "main-dialogue-thread window" agent. 




Rule 2: Use an agent to maintain visual consistency between multiple views.





If multiple views about the same domain object are allowed and if each view is modelled as an agent, then a Multiple View parent agent is introduced to express the logical link between the sibblings. Any user action with semantic and visual side effect on a view agent is reported by the view agent to its parent, the Multiple View agent, which in turn broadcasts the update to the other siblings. 



Window Content

It is often the case that the user interface presents a list of the classes of domain objects from which the user can create instances. For example, a drawing editor includes the classes circle, line, rectangle, and so forth. In general, these classes are gathered into palettes or tear-off menus. Let's call such presentation techniques "tool palettes". Tool palette agents provide a good basis for extensibility, reusability and modifiability. Note that we must make a distinction between tool palette agents, which render classes of concepts, and main-dialogue-thread-window agents, which represent instances of concepts. 




Rule 3: Model a tool palette as an agent.





The Abstraction facet of a tool palette agent contains the list of the classes of instantiable concepts. In general, the Presentation facet of a tool palette agent is built from interaction objects offered by the Interaction Toolkit Component (or by the Presentation Component). It is in charge of the local lexical feedback when user actions occur on the physical representation of the domain dependent classes (e.g., reverse video of the selected icon). These actions are then passed to the Control facet. The Control facet of a tool palette agent maps user actions to the list maintained in the abstraction facet. It transforms these actions into a message whose level of abstraction is enriched (e.g., a mouse click on the “circle” icon is translated into the message "current editing mode is circle").




Rule 4: Model the editable workspace of a window as an agent.





A window may contain an area where the user can edit concepts. In this case, this area should be modelled as a "workspace" agent. A workspace agent is responsible for interpreting (1) the user actions on the background of the window, (2) the user actions on the physical representations of the editable concepts when these concepts are not managed by any special purpose agent, (3) messages from the child agents when those agents represent editable concepts. In addition, a workspace agent may be in charge of maintaining graphical links to express logical relationships between the editable concepts. In summary, a workspace agent has the competence of a manager of a set of concepts.



At the opposite, a non-editable area of a set of concepts is not modelled as an agent. It is embedded in the "main-dialogue-thread window" agent which displays these concepts.




Rule 5: Model the rendition of a complex domain object as an agent.





A complex domain object may be either a compound object, or it may have a structured perceivable representation, or it may have multiple renditions:

A compound domain object is built from sub-concepts, and this construction must be made perceivable to the user. In general, a hierarchy of agents in the user interface maps the composition of the compound concept.

When involving a set of rendering items, a simple domain object may be modelled as an agent. For example, the concept of wall, whose presentation is built up from a line, a hot-spot (to select it), and a pop up menu (to invoke an operation on the wall), can be modelled as an agent.

An elementary domain object may be presented in multiple locations. In addition, each presentation may be different. One agent is introduced to maintain the consistency between the multiple presentations.



Window Links

Window links fall into three categories: open links, syntactic links, and semantic links.




Rule 6: If the access to a “main-dialogue-thread window” is allowed from another “main-dialogue-thread window”, a parent-child relation is modelled by an agent. 





We use the term “open link” to refer to the relation that describes the possibility for the user to open a “main-dialogue-thread window” from another one. This relationship is controlled by a dedicated agent.




Rule 7: A cement agent is introduced to synthesise actions distributed over multiple agents.





Windows agents are related by a “syntactic link” when a set of user actions distributed over these windows can be synthesised into a higher abstraction (i.e., the fusion phenomenon). For example, to draw a circle, the user selects the “circle” icon in the tool palette agent, then draws the shape in the workspace agent. These distributed actions are synthesised by a cement agent into a higher abstraction (i.e., the command “create circle”). This agent, which maintains a syntactic link between its sub-agents, is called a “cement agent”. 

 


Rule 8: An agent is introduced to maintain a semantic relation between concepts included in distinct windows. 





This rule is identical to the previous one except that the competence of the Semantic agent is to maintain a semantic relation and not to synthesise user's actions. 



About agent facets

The heuristic rules above imply that not all agents have a Presentation or an Abstraction facet. Typically, multiple view agents, which maintain some consistency between their sibblings, have no Presentation and no Abstraction. They are pure controllers.  



Other agents, like cement agents, which combine information from multiple sources into higher abstractions,  have no Presentation but may have an Abstraction in case domain-knowledge is needed to perform data fusion. In addition, the Abstraction facet may be a simple connector to the Domain Adaptor or, if there is no Domain Adaptor, to the Functional Core.



Agents that are pure controllers may not be explicit components of the architectural design. As mentioned in the introduction, a design solution expresses what is important. If by chance, the designer can draw upon a dedicated language or tool to express dependencies such as FLO [Ducasse 1993] and Link [Hill 1992], then the design solution may simply show a connection between the dependent agents. Because the controller is automatically generated by a tool (as opposed to programming it explicitly in C code), it is no longer an issue, and it disappears from the architectural design solution. Similarly, the fusion algorithm introduced in Section 6, and developed to support multimodal interaction [Nigay 1995], is not part of a PAC-Amodeus architecture. It sits behind the scene as a reusable mechanism. 



Some domain objects may be presented in multiple ways. Then the following rule should be considered.




Rule 9: If some PAC sibblings have the same abstraction facet, the abstraction facet of the sibblings should be eliminated and factored out in the abstraction facet of the parent agent.





PAC agents of the Dialogue Component provide a way to perform domain-knowledge delegation without jeopardizing the basic “separation of concerns” principle. The Abstraction facet of agents can be used to locate domain-dependent information.




Rule 10: If high quality semantic feedback and efficiency are important requirements, then domain-knowlege delegation may be performed.





Information in the Abstraction facet may be a copy of the original information maintained in the Functional Core or a copy from an adapted version maintained in the Domain Adaptor Component, or even the domain-knowledge per se (with no equivalent copy in the Domain Component). Duplicating information is one way of improving local efficiency. However, it introduces an additional complexity for maintaining consistency between the copies in the Dialogue Component and the Domain (or the Domain Adaptor) Component. If consistency is not guaranteed, then honesty [Abowd 1992] is not satisfied. If consistency is difficult to maintain, then the designer may decide to not implement the domain object in the Functional Core and use a PAC agent instead. Pushing the rationale further, the Functional Core may be empty by allocating and distributing its functional capabilities across a set of PAC agents.



Once the hierarchy of agents have been devised according to the rules above, we recommend to analyse the hierarchy using the following rules.



Hierarchy revision

We have observed that users of PAC-Amodeus have difficulty in bounding the recursive decomposition of the agent hierarchy. As a pedagogic material, we recommend the following approach: refine the decomposition down to the elementary interaction objects as specified in the external specifications (e.g., down to the interaction objects such as buttons and menus), then prune the hierarchy using the following rule. 




Rule 11: If the development tools used at the Interaction Toolkit Component or at the Presentation Component levels can implement an agent in a straightforward way, then turn the agent into an interaction (or presentation) object and make it accessible to the Presentation facet of the parent agent (i.e., the facet gets connected to the interaction/presentation object).






Rule 12: If a parent agent has one single sibling, if future evolution of the system does not lead to additional siblings, and if information transfer between agents is not for free, then it may be useful to combine the two agents into a single one.





PAC-Amodeus and the other agent-based architecture models have been discussed in general terms. How do they apply to multimodal user interfaces?

6. Multimodal User Interfaces

Multimodal interfaces are being developed to support multiple interaction techniques such as the synergistic use of speech and gesture. Unfortunately, the power and versatility of multimodal interfaces result in an increased complexity for designers and implementers. In [Coutaz 1995], we present four abstractions to characterise multimodality from both the user and system viewpoints: the CARE Properties (Complementarity, Assignation, Redundance, and Equivalence of modalities). In this section we show how PAC-Amodeus can accomodate this new technology. We illustrate the discussion with MATIS, a real case example.



MATIS (Multimodal Airline Travel Information System) allows a user to retrieve information about flight schedules using speech, direct manipulation, keyboard and mouse, or a combination of these techniques [Nigay 1993]. Speech input is processed by Sphinx, a continuous speaker independent recognition engine developed at Carnegie Mellon University [Lunati 1991]. 



MATIS supports both individual and synergistic use of multiple input modalities. For example, using a single modality, the user can say “show me the USAir flights from Boston to Pittsburgh” or fill in a form by using the keyboard or by mousing on items listed in the ‘Request Tools’ palette (modality equivalence). When exploiting synergy, the user can also combine speech and gesture as in “show me the USAir flights from Boston to this city” along with the selection of ‘Pittsburgh’ with the mouse (modality complementarity). MATIS supports the redundant usage of modalities as in “Flights to Pittsburgh” while selecting ‘Pittsburgh’. The system does not impose any dominant modality: all of the modalities have the same power of expression for specifying a request, and the user can freely switch between them. 



In addition, the system is able to support multithreading: a MATIS user can disengage from a partially formulated request, start a new one, and later in the interaction return to the pending request. Figure 9 illustrates this facility: two requests (bottom left of the screen) are currently being formulated. To make an old request active, the user has to select the corresponding window. The request will come to the front and will constitute the new current context for interaction.
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Figure 9: A snapshot from the MATIS system. At the bottom left, two request forms are being filled in an interleaved way. At the bottom right, a result window obtained from a previous request. At the top, and from left to right: the Request Tools palette to select predefined list of items (e.g., city names); the office manager window used both by the system to display recognised sentences and by the user to type sentences in natural language; the microphone icon making observable the current state of the speech recognition engine.



Given the tools available for implementing multimodal interaction, we use the notions of physical device and interaction language as criteria for setting the functional boundaries between the Interaction Toolkit Component and the Presentation Component:

A physical device is an artefact of the system that acquires (input device) or delivers (output device) information. Examples of devices in MATIS include the keyboard, mouse, microphone and screen.

An interaction language defines a set of well-formed expressions (i.e., a conventional assembly of symbols) that convey meaning. The generation of a symbol, or a set of symbols, results from actions on physical devices. In MATIS, examples of interaction languages include pseudo-natural language and direct manipulation. 

A modality can be viewed as the coupling of a physical device with an interaction language.



With these definition in mind, we use the following rule to allocate funtionality to the user interface components:

the Interaction Toolkit Component should be device dependent,

the Presentation Component should be device independent but interaction language dependent,

the Dialogue Component should be both device and interaction language independent (i.e., modality independent).



Figure 10 illustrates the application of PAC-Amodeus to the software design of MATIS. The Interaction Toolkit Component (ITC) hosts two components inherited from the underlying platform: (1) The NeXTSTEP event handler and graphics machine, and (2) the Sphinx speech recognizer which produces character strings for recognized spoken utterances. Mouse-key events, graphics primitives, and Sphinx character strings are the interaction objects exchanged with the Presentation Component.



In turn, the Presentation Component (PC) is split into two main parts: the graphics objects (used for both input and output) and the Natural Language (NL) parser (used for input only). Graphics objects result from the code generation performed by Interface Builder. The Sphinx parser analyzes strings received from the ITC using a grammar that defines the NL interaction language. As discussed above, the PC is no longer dependent on devices, but processes information using knowledge about interaction languages. 



The Dialogue Component (DC) is organized as a two-level hierarchy of agents. This hierarchy has been devised using the heuristic rules presented in Section 5: The request forms as well as the result tables are “main-dialogue-thread windows”. Therefore, rule 1 applies and each one of them is modelled as an agent. The Request Tool is a palette of concepts: Rule 3 applies and the Request Tool is represented as an agent. The NL window is used by the system for displaying the recognized sentence. It is also editable by the user when keying NL sentences: Rule 4 applies. At the top of the hierarchy, a cement agent controls the dependencies between the sibblings. In particular, inputs from the NL agent provokes the current request form to be updated with the relevant information (Rule 7 and 8 apply).
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Figure 10: A PAC-Amodeus architecture for MATIS.



At the other end of the spectrum, the Functional Core hosts the database of American cities, airline companies, flight numbers, departure and arrival times, etc. SQL requests are required to access information stored in the database. The Domain Adaptor Component (DAC) operates as a translator between the SQL formalism and the data structures used in the Dialogue Component. It also manages interprocess communication between the database and the MATIS user interface.



Having presented the overall structure of PAC-Amodeus, we need now to address the problem of data fusion. Fusion occurs at every level of the arch components. For example, within the Interaction Toolkit Component, typing the option key along with another key is combined into one single event. Here, we are concerned with data fusion that occurs within the Dialogue Component.



Within the Dialogue Component, data fusion is performed at a high level of abstraction (i.e., at the command or task level) by PAC agents. As shown in Figure 10, every PAC agent has access to a fusion engine through its Control facet. This shared service can be viewed either as a reusable technical solution (i.e., a skeleton) or as a third dimension of the architectural model. 



Fusion is performed on the presentation objects received from the PC. These objects obey to a uniform format: the melting pot. As shown in Figures 11, a melting pot is a 2-D structure. On the vertical axis, the "structural parts" model the composition of the domain objects that the Dialogue Component is able to handle. For example, request slots such as destination and time departure, are the structural parts of the domain objects that the Dialogue Component handles for MATIS. Events generated by user's actions are abstracted through the ITC and the PC and mapped onto the structural parts of the melting pots. In addition, ITC events are time-stamped. An event mapped with the structural parts of a melting pot defines a new column along the temporal axis. The melting pot columns are the units of exchange between the PC and the Presentation facets of PAC agents.
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Figure 11: Fusion of two melting pots.



The structural decomposition of a melting pot is described in a declarative way outside the engine. By so doing, the fusion mechanism is domain independent: structures that rely on the domain are not “code-wired”. They are used as parameters for the fusion engine. Figure 11 illustrates the effect of a fusion on two melting pots: at time ti, a MATIS user has uttered the sentence “Flights from Boston to this city” while selecting “Denver” with the mouse at ti+1. The melting pot on the bottom left of Figure 11 is generated by the mouse selection action. The speech act triggers the creation of the bottom right melting pot: the slot “from” is filled in with the value “Boston”.  The fusion engine combines the two melting pots into a new one where the departure and destination slots are both specified. The new combined melting pot is delivered to the calling agent. If the callee is a leaf agent, additional local processing may be performed with possibly local feedback via the Presentation facet before the melting pot is sent higher in the hierarchy. In addition, if there is a tight coupling between the Abstract facet of the agent and the DAC, the DAC is warned about the agent’s state change.



The criteria for triggering fusion are threefold: the logical complementarity of melting pots, time proximity (to cope with simultaneous usage of multiple modalities), and context. The detailed description of how the algorithm supports the CARE properties can be found in [Nigay 1995].





7. Groupware

Software architecture modelling for groupware must accomodate a large variety of requirements ranging from distributed systems and traditional HCI to more novel issues related to Computer Supported Collaborative Work (CSCW). The diversity and the novelty of the technical problems explain both the profusion of ad-hoc models and the lack of a canonical model that would demonstrate sufficient genericity and coverage. The genericity of a model is its capacity to adapt to a variety of constraints according to a sound design rationale. In this section, we confine the discussion to generic models using their underlying style, the abstract machine style and the agent-based style, to structure the presentation. We compare their relative benefits in terms of their functional coverage for groupware.



 7.1. The Functional Clover of Groupware



We characterize the coverage of an architectural model by its capacity to convey the “functional clover” of groupware. As shown in Figure 12, a groupware system covers three domain specific functions: production, coordination, and communication [
Salber 19
95
].

The production space denotes the set of domain objects that model the multi-user elaboration of common artefacts such as documents, or that motivate a common undertaking such as flying an airplane between two places. Typically, shared editors support the production space.

The coordination space covers activities dependencies including temporal relationships between the multi-user activities. Workflow systems are primalrily concerned with coordination.

The communication space supports person-to-person communication. Email and mediaspaces are examples of systems designed for supporting computer-mediated communication either asynchronously or synchronously. 

 

Our notions of production and coordination spaces correspond to Ellis’ ontological and coordination models while our communication space complements Ellis’ view of the functional decomposition of groupware [Ellis 1994]. Contrary to Ellis’s model, user interface issues do not constitute a third functional aspect of groupware. Instead, it is orthogonal to all functional aspects of groupware. As for any domain specific function, the  services provided by each of the three functional spaces must be accessible and observable through an appropriate user interface.
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Figure 12: Groupware as a “functional clover”.



Interestingly, the relative importance of the three functional spaces depends on the particular groupware system at hand. Typically, shared editors favor production whereas communication functions are first class issues in mediaspaces. In addition, this functional (slinky) shift may vary over time. For example, at some point in the group activity, coordination is the focus of attention, possibly using computer-mediated communication to plan future common production.



7.2  Layer-Based Generic Models



SLICE (Sharing Layers In Cooperative Editing) structures a groupware system into seven functional layers [
Karsenty 1994
]: the abstract document layer (i.e., the functional core aspects of a document), the document presentation layer (i.e., its rendering), the direct manipulation layer (illustrated by user’s direct actions on the document presentation), the views manipulation layer, the indirect manipulation layer (such as open and print functions through menus and dialogue boxes) and the cursor layer. Each one of these layers defines its own protocol for sharing information between users. Although SLICE is confined to the production space of groupware, it provides a useful framework for reasoning about information sharing and group awareness. Typically, one can exploit sharing at the layers level to implement various forms of coupling (e.g., from strict to vario
us forms of relaxed WYSIWIS
). Dewans’s model offers similar advantages.
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Figure 13: Dewan’s Generic architecture for multi-user systems. Layers S to L+1 are common to all users and not replicated. Layers L to 0 are replicated. Arrows denote information flow. Horizontal arrows express the existence of some coupling between peer layers. Diagonal arrows denote some coupling between non peer components.



The “generic multi-user architecture” model proposed by Dewan [Dewan 1995] structures a groupware system into a variable number of levels of abstraction ranging from the domain specific level to the hardware level. Layers shared between users form the base of the system (e.g., layers S to L+1 in Figure 13). At some point, the base gives rise to branches which are replicated for every user (see layers L to 0 in Figure 13). Communication between layers occurs vertically between adjacent layers along the input and output axis as well as horizontally between peer and non peer replicated layers for synchronizing states. 



Dewan’s model can be seen as an extension of Patterson’s “zipper model” [
Patterson 1994
]: when a layer is replicated, all layers below it are necessarily replicated. This hypothesis does not comply with situations where multiple users, like in MMM [Bier 1991], share the same physical workstation.  On the other hand, this model offers a good basis for implementing various forms of coupling as well as for allocating functions to processes (e.g., reasoning about the granularity of parallism). For example, one can choose to execute the base and each branch within distinct processes. Similarly, without any automatic support from the underlying platform, the model helps reasoning about allocating processes to processors.



Genericity in layer-based models comes from the notion of layer whose functional role and number can be adapted to the case at hand. In some cases, a layer defines a level of abstraction as in Dewan’s model, or layers may work together in overlays as in SLICE. Both SLICE and Dewan’s models are intended for synchronous collaborative work. In addition, SLICE is clearly motivated by the production space of the functional clover of groupware.



7.3. Agent-based generic models



ALV, presented in section 5, aims at synchronous multi-user systems organized around a single centralized functional core (i.e., the Abstraction). ALV can also be viewed as a 3-layer instantiation of Dewan’s model where:

each layer is populated with objects,

the Abstraction denotes both the base and the top level semantic layer,

Links and Views are replicated for each user using vertical communication (to our knowledge, there is no horizontal communication between peer components). 

Examples presented in the litterature indicate that ALV covers the production space as well as some form of coordination using Links.



As in ALV, UDA (User Display Agent) relies on a shared functional core called the object store [
Reinhard 1994
]. The object store is made accessible through a server, the object store server, populated with UDA’s. A UDA serves as an intermediate between one (or several) abstract objects of the functional core and their presentation objects on the users’ workstations. A UDA can be considered as an ALV Link whose role would be specialized to maintain consistencies between the multiple users’ views. As ALV, UDA has been designed for supporting the production space of groupware.



CoPAC draws upon the driving principles of PAC-Amodeus. In CoPAC, PAC agents in the Dialogue Control Component are refined to express issues that are important for person-to-person communication. As shown in Figure 14, a CoPAC agent is augmented (or refined) with an extra functional perspective (the Com facet) to express the software support for person-to-person communication within the architecture [Salber 95]. Typically, the Com facet is in charge of initiating and controlling audio and video links with distant CoPAC agents. 
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Figure 14: Exploiting the notion of facet to express significant aspects in an architecure: The Com facet of a CoPAC agent expresses the functional support for person-to-person communication. 



Figure 15 illustrates the use of CoPAC for modelling the software architecture of VideoPort [Salber 95], a simple teleconferencing system that supports two users watching each other through a video window. Here, the whole architecture is replicated on each workstation. Since the video window is a “main-dialogue thread” window, it is modeled as an agent (i.e., the VP agent). The abstraction facet of VP includes the connections that the user is authorized to initiate. The Com facet is connected to a Communication Component implemented as part of the Presentation Component of the underlying platform. 
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Figure 15: Architecture for VideoPort, a simple desktop videoconferencing system, using the CoPAC model. Thin arrows denote vertical communication between the local functional layers. Thick arrows correspond to communications between peer remote components.



When a user initiates a video connection via the Presentation facet of VP, the Com facet is invoked through the Control facet and sends a message to its local Communication Component (step 1). In turn, the local Communication Component triggers its peer component on the remote machine (step 2). The two Communication Components agree to launch a video link via the facilities provided for continuous media by the Interaction Toolkit Component (step 3). A video tunnel is now installed between the two VP agents via their Presentation facets (step 4): video images are transferred between Presentation facets via the Interaction Toolkit video channel. This channel is under the control of the Communication Components, which in turn are under the control of the users. 



In this example, a presentation facet is a plain receiver but it could be augmented with useful features such as reversing the image, or blurring images if the abstract facet indicated that privacy is desirable. Note that the Domain Adaptor as well as the Domain Specific components are empty: because the high level functions are very limited and will not evolve in the near future, they have been shifted into the Abstract facet of the VP agent.



In summary, current agent-based models cover a subset of the functional clover of groupware: ALV and UDA support the production space whereas CoPAC is intended for the communication space. Similar limitations in terms of functional scope hold for layer-based models. Relating agent-based models to layer-based styles, one can view ALV as a three-layer instanciation of Dewan’s model. CoPAC, which relies on the five functional layers of PAC-Amodeus, is a five level instantiation of Dewan’s model. Whereas communication in ALV is performed vertically between adjacent levels, CoPAC supports vertical as well as horizontal communication between peer remote components. PAC+3 goes one step further to support the full coverage of the functional clover of groupware
 [Calvary 1996]
.



7.4. The PAC+3 Model



PAC+3 can be summarized in the following way: 1) it uses PAC-Amodeus as the basic functional breakdown of a system, 2) it draws upon Dewan’s model for reasoning about replication, sharing, and communication between components, and 3) it populates Dialogue Control Components with agents that each covers the functional clover of groupware. These choices for devising PAC+3 rely on a design rationale presented next.



Rationale for PAC+3

In Dewan’s model, the number of functional layers is left opened. Experience shows that the five level breakdown of Arch offers an operational way of thinking about a system. As discussed in Section 4, Arch accomodates style heterogeneity, portability as well as code modifications. Whereas Dewan’s architecture adopts a strict zipper model, PAC+3 conceptually authorizes multiple forks and joins along the levels of abstractions. But we have no experimental evidence of the soundness (or usefulness) of this generality. 



In addition to Dewan, and drawing upon our experience with PAC-Amodeus, PAC+3 refines every Dialogue Control Component of the architecture with agents. This systematic refinement could be pursued for the other components of the Arch but, as for PAC-Amodeus, we consider the other layers to be reusable code, or to be code developed with the style adequate for the case at hand. As demonstrated by PAC-Amodeus, an agent style is appropriate for modelling a Dialogue Control Component. Therefore, in PAC+3, agents of Dialogue Control Components are derived using the same rules as those developed for PAC-Amodeus.



Going one step further than PAC-Amodeus agents, the functional role of each agent in PAC+3 is refined along two orthogonal axes: the Seeheim distinction and the clover decomposition of groupware. 



Functional decomposition of PAC+3 agents

Figure 16 illustrates the functional structure of a PAC+3 agent: the services that the agent provides for supporting the Production space are 
structured
 along the three Seeheim facets (the Presentation, the Abstraction, and the Control). Similarly, the services for Coordination and for Communication have their own Presentation, Abstraction and Control. 

�

Figure 16: On the left, the functional decomposition of a PAC+3 agent. On the right, an illustration with an extended version of the SASSE multi-user scrollbar.



For example, 
let us consider 
an extended version of the multi-user s
crollbar developed for 
the collaborative
 document editor 
SASSE [Baecker 1992
]
. The SASSE scrollbar
 supports both production, coordination, and communication. As shown on the right side of Figure 16, a SASSE scrollbar is composed of two adjacent scrollbars:

on the right, an ordinary scrollbar is owned by the local user to browse through the shared document: this component of the SASSE scrollbar supports personal production;

on the left, a scrollbar includes one elevator per user currently working on the document. The elevators cannot be moved by the local user but they show the current localization of the other users within the document: the left scrollbar supports coordination; 

by double clicking on an elevator of the left scroll bar, the local user can open an audio-video connection with the distant owner of the elevator: this extension of the SASSE multi-user scrollbar participates to the communication space.

 

The SASSE scrollbar can be modelled as a PAC+3 agent in the following way (refer to Figure 16):

with regard to Production, the Abstract facet of the SASSE scrollbar denotes the position of the local user in the document; its Presentation refers to a single-user scrollbar as provided by most user interface toolkits. The Control facet includes two-way dependencies between the abstract position in the document and the position of the elevator of the right scrollbar;

with regard to Coordination, the Abstract facet contains the users list as well as their position in the document, the Presentation corresponds to an extended version of an ordinary scrollbar. Referring to PAC-Amodeus rules, the extension may occur within the Presentation facet of the agent, or within the Presentation Component, or even in the Interaction Toolkit component. The Control facet is in charge of one way dependencies between the users list and their location, and the number of elevators and their position in the left scrollbar;

with regard to Communication, the abstract facet may contain access control parameters in relation to privacy or resolution factors for quality of audio and video services. The Presentation is the audio/video image of the distant user per se.



Communication in PAC+3

Communication in PAC+3 inherits the communication rules devised for the models it is based on. 

 

As in Dewan’s model, PAC+3 supports vertical communication between adjacent local layers as well as horizontal communications between remote peer layers. As discussed next, communication between replicated Dialogue Control Components are performed at a finer grain than 
Dewan’s model.



Within Dialogue Control Components, agents communicate according to the PAC-Amodeus rules: local agents communicate between themselves in a hierarchical manner through their C facet; for every functional aspect of the groupware clover, they may communicate directly through their 
P
 and 
A
 face
ts with their local neighbours, respectively 
the local Presentation and the local Domain Adaptor Components. In addition to the local PAC-Amodeus based communication, agents may communicate with peer remote agents through their C facet.



Finally, within an agent, for every functional aspect of the groupware clover, Abstract and Presentation facets communicate through their respective Control facet. Communication between the Production, Coordination and Communication views depends on the refinement chosen for PAC+3 agents.



Refinement of PAC+3 agents

As shown in Figure 17, a PAC+3 agent can be modelled as an encapsulated compact “Napolitan PAC” : the Presentation, Abstraction and Control facets are structured along the three functional aspects of the groupware clover. Alternatively, a PAC+3 agent can be decomposed as a cluster of three PAC agents, each agent being dedicated to one class of the functional clover. 

�



Figure 17: A PAC+3 agent as a bundled “Napolitan PAC”. Arrows show horizontal communication between the A, P, C as well as vertical communication between the Production, Coordination, and Communication views.

 

Figure 18 shows the possible breakdowns of a PAC+3 agent into a cluster of clover PAC agents. In 18 a),  the agents of the PAC+3 cluster communicate through a single “handle”. This handle is in charge of dependencies between the agents of the cluster as well as of the communications with the external world. In 18 b), the agents of the cluster communicate directly without any intermediary both between themselves and with the external world. Figure 18 c) shows a combination of direct and indirect communication. The choice between a bundled “Napolitan PAC” and the various configurations of the PAC+3 cluster depends on the requirements of the system as well as on the development tools. 

 �

Figure 18: Refining a PAC+3 agent as clusters of PAC agents.




Figure 19 
illustrates PAC+3 when applied to 
a 
simple 
multi-user drawing editor
.
 Agents of the Dialogue Control Component are derived from the PAC-Amodeus 
rules 
presented in S
ection 5
: 
rule 4 for the drawing agent, rule 5 for the SASSE scro
l
lbar, rule 7 
for the cement agent
 to maintain 
consistency
 between the drawing area and the private scrollbar,
 rule 1 for the top level agent
. 
Since every user has the same user interface
 running on remote workstations
, Dialogue 
 Control 
C
omponents a
re
 replicated.
 
Most
 agen
ts support 
a single
 aspect 
of the groupware clover: they are pure PAC agents. The SASSE scrollbar, on the other hand
, 
co
ver
s 
multiple
 
functions
 of the clover
. 
Therefore,
 it
 should be refined along the three 
clover 
perspectives
 as discussed above
.






�



Figure 19
: 
PAC+3 applied to 
a mu
lti-user drawing editor using 
SA
S
SE
 scrollbars.
 On the left, the view observed by each user. On the right, the structure of the Dialogue Control Components
 represented for two users
. 
Stripes denote
 a
gents that support multiple aspects of the groupware clover
.
 
Dotted lines show possible direct communication between 
remote 
peer 
agents.
 The other layers of the architecture
 (
i.e., the 
Domain Specific, 
Domain Adaptor
, Presentation and 
the 
Interaction Toolkit 
 
Component
s
)
 are not represented
.






8. Conclusion

Architectural modelling is becoming a central problem for large, complex systems. With the advent of new technologies and user-centred concerns, the user interface portion of interactive systems is becoming increasingly large and complex. Although interface builders tend to alleviate the problem, they are limited in scope and apply to mundane cases for which the user interface is often a second class component. Architecture design of user interfaces needs better support. 



In this chapter, we have focussed on the most significant architectural styles and showed how to perform sound tradeoffs between conflicting requirements and properties. Although we have provided some practical guidelines for the software design of user interfaces, we do not claim exhaustiveness. In particular, rules for devising groupware are still in their infancy and we still do not have operational generic heuristics to bridge the gap between architectural de
sign and implementation tools. 


9. Acknowledgements


This work has been supported by project ESPRIT BR 7040 Amodeus II. It was influenced by stimulating discussions with Len Bass (SEI, Carnegie-Mellon University), our Amodeus partners, David Duke and Michael Harrison (York University), Giorgio Faconti and Fabio' Paterno (CNUCE, Pisa), and with participants of the Dagstuhl Seminar 9508 on Software Architecture.



10. References

[Abowd 1992] G. Abowd, J. Coutaz, L. Nigay, Structuring the Space of Interactive System Properties, Proceedings of the IFIP TC2/WG2.7 on Engineering for Human-Computer Interaction, Ellivuori, Finlande, 1992, pp. 113-128.

[Abowd 1994] G. Abowd, L. Bass, "Software Architecture: A Tutorial Introduction", Software Engineering Institute, Carnegie Mellon University, Pittsburgh, USA, 1994.

[Arch 1992] "A Metamodel for the Runtime Architecture of an Interactive System", The UIMS Tool Developers Workshop, SIGCHI Bulletin, ACM, 24, 1, 1992, pp. 32-37.

[Baecker 1992] R. M. Baecker, D. Nastos, L. R. Posner, L. K. Mawlby. The user-centered iterative design of collaborative writing software, in Proceedings of the Workshop on Real Time Group Drawing and Writing Tools, CSCW’92, Toronto, 1992.

[Bass 1991] L. Bass and J. Coutaz, Developing Software for the User Interface, Addison Wesley Publ., 1991.

[Bier 1991] E. A. Bier, S. Freeman, “MMM: A User Interface Architecture for Shared Editors on a Single Screen”, in Proc. UIST’91, ACM Symposium on User Interface Software and Technology, 1991, pp. 79-86.

[Boehm 1995] B. Boehm, “Architectures as a Key Reasoning About Software System Attributes”, Workshop on Software Architectures, Dagstuhl Seminar Report; 106 20.02.-24.02.95 (9508), D., Garlan, F. Paulisch, W. Tichy Eds., Scholss Dagstuhl Internationales Begegnungs-und Forschungszentrum für Informatik, 1995, pp.12-13.


[Calvary 1996] G. Calvary, J. Coutaz, L. Nigay, D. Salber., 
“
PAC+3, un modèle d
’architecture générique pour les systèmes multi-utilisateurs
“
, submitted to the 
8th conference
 on
 
Interface Homme-Machine, Sept., 1996.
 


[Coutaz 1987] J. Coutaz, "PAC, an Object Oriented Model for Dialog Design", in Proc. Interact'87, North Holland, 1987, pp. 431-436.

[Coutaz 1991] J. Coutaz, S., Balbo, "Applications: A Dimension Space for User Interface Management Systems", in Proc. CHI’91 Human Factors in Computing Systems, ACM Press, 1991, pp. 27-32.

[Coutaz 1995] J. Coutaz, L. Nigay, D. Salber, A. Blandford, J. May, R.M. Young, “Four Easy Pieces for Assessing the Usability of Multimodal Interaction: The CARE Properties”.INTERACT’95 , Nordby, K., Helmersen, P. H., Gilmore, D., & Arnesen, S., (Eds). Chapman & Hall, 1995, pp. 115-120.

[Demazeau 1991] Y. Demazeau and J-P Müller, “From Reactive to Intentional Agents”, Decentralized Artificial Intelligence, vol. 2, Demazeau & Muller eds., North Holland, Amsterdam, 1991.

[Denning 1994] P. J. Denning, P. A. Dargan, “A Discipline of Software Architecture”, Inetractions, (1) 1, ACM Publ., 1994, pp. 55-65.

[Dewan 1995] P. Dewan, “Multiuser Architectures”, in Proc. EHCI’95, Working Conference on Engineering Computer Human Interaction.

[Ducasse 1993] S. Ducasse, M. Fornarino, "Protocol for managing dependencies between objects by controlling generic function invocation", in OOPSLA'93 workshop on Object-Oriented Reflection and Metalevel Architectures, Washington, ACM, 1993.

[Duce 1991] D. Duce, M.R. Gomes, F.R.A. Hopgood, J.L. Lee (eds), “User Interface Management and Design”, Eurographics Seminars, Berlin: Springer-Verlag, 1991, pp. 36-49.

[Duke 1993] D. Duke, M. Harrison, “Towards a Theory of Interactors”, The Amodeus Project, Esprit Basic Research 7040, Amodeus Project Document, System Modelling/WP6, 1993. 

[Duke 1994] D. Duke, M. Harrison, "Folding Human Factors into Rigourous Development", in the Proc. of Eurographics Workshop "Design, Specification, Verification of Interactive Systems", F. Paterno' Ed., 1994, pp. 335-352.

[Ellis 1994] C. Ellis, J. Wainer, “A Conceptual Model of Groupware”, in Proc. CSCW’94, ACM Conference on Computer Supported Cooperative Work, R. Furuta, C. Neuwirth Eds., 1994, pp.79-88.

[Fernandes 1995] T. Fernandez, “Global User Interface Design”, Tutorial CHI’95, In Proc. CHI’95 Conference Companion, ACM Press, 1995, pp. 363-364.

[Gamma 1995] E. Gamma, R. Helm, R. Johnson, J. Vlissides, “Design Patterns: Elements of Reusable Object-Oriented Software”. Addison Wesley, Reading, MA. 1995.

[Garlan 1993] D. Garlan, M. Shaw, "An Introduction to Software Architecture", Advances in Software Engineering and Knowledge Engineering, V. Ambriola and G. Tortora Eds., Vol. 1, World Scientific Publ., 1993, pp. 1-39.

[Goldberg 1984] A. Goldberg, Smalltalk-80: The Interactive Programming Environment, Addison-Wesley Publ., 1984. 

[Green 1985] M. Green, “Report on Dialogue Specification Tools”. InUser Interface Management Systems, G.E. Pfaff ed., Eurographics Seminars, Springer Verlag, 1985, pp.9-20.

[Hill 1986] R. Hill, "Supporting Concurrency, Communication, and Synchronization in Human Computer Interaction- the Sassafras UIMS, ACM Transactions on Graphics, 5 (3), 1986, pp. 179-210 

[Hill 1992] R. Hill, "The Abstraction-Link-View Paradigm: Using Constraints to Connect User Interfaces to Applications. In proceedings CHI'92, ACM:New York, 1992, pp. 335-342.

[Ilog 1989] Ilog, “Aïda, Environnement de développement d'applications”, Manuel de référence Aïda, Version 1.32, Copyright Ilog, mars, 1989.


[Karsenty 1994] A. Karsenty, 
“
GroupDesign : un collecticiel synchrone pour l
’édition partagée de documents
”
. Thèse de doctorat, Université d
’Orsay Paris-Sud, 1994.


[Kazman 1994] R. Kazman, L. Bass, G. Abowd, M. Webb, "SAAM: A Method for Analyzing the Properties of Software Architectures", In Proc. of the 16th International Conference on Software Engineering, ICSE'94, 1994.

[Krueger 1991] M. W. Krueger, “Artificial Reality II”, Addison Wesley, 1991.

[Linton 1986] M. Linton and C. Dunwoody, “Partitioning User Interfaces with Interactive Views”, Computer Systems Laboratory, Stanford University, Stanford, CA 94305-2192, April, 1986.

[Lunati 1991] J.M. Lunati, A. Rudnicky, “Spoken Language interfaces: The OM system”, in Proceedings of the CHI’91 on Human Factors in Computer Systems, ACM Press, 1991, pp. 453-454.

[McCall 77] J. McCall, Factors in Software Quality, General Electric Eds, 1977.

[Nigay 1993] L. Nigay, J. Coutaz, “A design space for multimodal interfaces: concurrent processing and data fusion”, Proceedings of the INTERCHI’93 conference, ACM Press, 1993, pp.172-178.

[Nigay 1994] L. Nigay, " Conception et modélisation logicielles des systèmes interactifs : application aux interfaces multimodales". Thèse de doctorat de l'Université Joseph Fourier, 1994.

[Nigay 1995] L. Nigay, J. Coutaz, "A Generic Platform for Addressing the Multimodal Challenge", in Proc. CHI’95 Human Factors in Computing Systems, ACM New York, Denver, May 1995, pp.98-105.

[Ouadou 1994] K.E. Ouadou, “AMF : un modèle d’architecture multi-agents multi-facettes pour interfaces homme-machine et les outils associés”. Thèse de doctorat, Ecole Centrale de Lyon, 1994.

[OSF 1989] “OSF/Motif, Programmer's Reference Manual”, Revision 1.0; Open Software Foundation, Eleven Cambridge Center, Cambridge, MA 02142, 1989.

[Paterno' 1994] F. Paterno', A. Leonardi, S. Pangoli, "A Tool Supported Approach to the Refinement of Interactive Systems", in the Proc. of Eurographics Workshop "Design, Specification, Verification of Interactive Systems", F. Paterno' Ed., 1994, pp. 85-96.

[Patterson 1994] J.F. Paterson, “A taxonomy of Architectures for Synchronous Groupware Applications”. Workshop on Software Architectures for Cooperative Systems, CSCW’94, ACM Conference on Computer Supported Cooperative Work, Chappel Hill, NC, 1994.

[Perry 1986] D.E. Perry, “Software Interconnection Models”. In Proc. 9th International Conference on Software Engineering, ICSE’87, IEEE  Computer Society Press.


[Reinhard 1994] 
W. Reinhard, j. schweitzer, G. Völksen. CSCW Tools: concepts and architecture, IEEE Computer, May 1994, 27(5), pp.28-36.


[Salber 1994] D. Salber et J. Coutaz, “Fenêtres sur groupes: des MediaSpaces pour collaborer et communiquer”, 3èmes Journées Internationales sur L’Interface des Mondes Réels et Virtuels ‘94, Montpellier, France, 1994. pp. 309-318.

[Salber 1995] D. Salber, "De l'interaction individuelle aux systèmes multi-utilisateurs. L'exemple de la Communication Homme-Homme-Médiatisée". Thèse de doctorat de l'Université Joseph Fourier, September, 1995.

[Scheifler 1986] R.W. Scheifler and J. Gettys, “The X Window System”, ACM Transactions on Graphics, 5(2), April, 1986, pp. 79-109.

[Schmucker 1986] K. Schmucker, “MacApp: An Application Framework”, Byte, 11(8), 1986, pp. 189-193.

[Shaw 1995] M. Shaw, D. Garlan, Software Architecture. Perspectives on an Emerging Discipline, Prentice Hall, 1995.

[Valdez 1989] J. Valdez, “XVT, a Virtual Toolkit,” Byte ,14(3), 1989.

[Wellner 1993] P. Wellner, W. Mackay, R. Gold. Special Issue on Computer Augmented Reality, Communications of the ACM, 23(7), 1993.












Submitted to The Handbook of User Interface Design, Wiley&Sons






�












